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Abstract

We consider the problem of inference on the signs of n> 1 parameters. We aim to provide 1 — a post hoc
confidence bounds on the number of positive and negative (or non-positive) parameters, with a
simultaneous guarantee, for all subsets of parameters. \We suggest to start by using the data to select the
direction of the hypothesis test for each parameter; then, adjust the p-values of the one-sided hypotheses
for the selection, and use the adjusted p-values for simultaneous inference on the selected n one-sided
hypotheses. The adjustment is straightforward assuming the p-values of one-sided hypotheses have
densities with monotone likelihood ratio, and are mutually independent. We show the bounds we provide
are tighter (often by a great margin) than existing alternatives, and that they can be obtained by at most a
polynomial time. We demonstrate their usefulness in the evaluation of treatment effects across studies or
subgroups. Specifically, we provide a tight lower bound on the number of studies which are beneficial, as
well as on the number of studies which are harmful (or non-beneficial), and in addition conclude on the
effect direction of individual studies, while guaranteeing that the probability of at least one wrong inference
is at most 0.05.

Keywords: conditional inference, directional decisions, meta-analysis, multiple testing, partitioning principle, simultaneous
confidence bounds

1 Introduction

Let 0= (61, ..., 6,) be a vector of 7 unknown real-valued parameters. A conventional analysis is
two-sided multiple testing, e.g. testing the family of point null hypotheses Hy: 61 =0, ..., H,: 6, =
0 with a procedure that guarantees family-wise error rate (FWER) control at a pre-specified level a.
If the ith null hypothesis is rejected, the conclusion is that §; # 0. Tukey (1991) argued that such a
conclusion is unsatisfactory, and the analysis should instead conclude on the sign of the parameter,
i.e. that 6; > 0 or that 6; < 0. Following rejection, it is tempting to conclude on the sign of the par-
ameter based on the data. For example, for a rejected point null hypothesis, conclude that it is posi-
tive if its point estimate is positive; otherwise conclude that it is negative. However, a directional
error, referred to often as a Type III error may occur if we decide after rejection of the point null
hypothesis 6; = 0 that 6; > 0 when in fact §; < 0 (or that §; < 0 when in fact 6; > 0). Therefore, the
probability of making at least one Type I or Type Il error, henceforth referred to as the directional
family-wise error rate (IFWER), may be larger than o even though FWER < a. See Shaffer (1980)
for an example of lack of control using Holm’s procedure (Holm, 1979) for the family of point null
hypotheses when the test statistics are independent but Cauchy distributed.

For independent test statistics satisfying monotone likelihood ratio (MLR) for 6; (Karlin &
Rubin, 1956), existing two-sided multiple testing procedures have been shown to control the
dFWER: Holm’s procedure (Shaffer, 1980), Hochberg’s procedure (Finner, 1994; Liu, 1997)
and, more generally, any closed testing procedure (Finner, 1999). For example, for continuous ex-
ponential families (where the p-value is a monotone transformation of the sufficient statistic), the
family of p-value densities satisfies the MLR property. Monotone likelihood ratio is also satisfied
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when the observations are normally distributed with unknown variance when testing a single
mean, or assuming equal unknown variance when comparing two means (Lehmann &
Romano, 2005).

Rather than adopting existing procedures for two-sided tests for the purpose of conclusion on
the sign of each parameter, one can consider the problem of testing 27 one-sided hypotheses given
by the following 7 pairs:

H7:60,<0, H:6,>0, i=1,.. ., n (1)

The directional decisions are built-in in the rejections of multiple testing procedures for the family
of 2n hypotheses in equation (1), so the conventional error rate (FWER) coincides with the direc-
tional error rather (dFWER). Let p; and g; be the p-values for H; and H}, respectively,
i=1, ..., n. Shaffer (1974) considered equation (1) for 7 =1, referring to it as a directional
hypothesis pair. Multiple directional hypothesis pairs were considered in Holm (1979), Shaffer
(1980), Bauer et al. (1986), Finner (1999), and Guo and Romano (2015), among others. Bauer
et al. (1986) showed that without additional distributional assumptions, it is not possible to im-
prove much over Holm’s procedure on the 27 p-values of the family of hypotheses in equation (1),
for level @ FWER control. Unfortunately, the number of rejections can be considerably smaller
than Holm’s procedure on two-sided p-values (which requires more distributional assumptions
for validity), see details in Section 1.1.

In this work, we provide powerful procedures not only for making positive and negative discov-
eries but also for bounding the total number of positive and negative parameters, as well as for
bounding the number of positive and negative parameters in any index set Z C [n], where [#] is
the index set {1, ..., n}. This goal is related to the goal of providing post hoc simultaneous con-
fidence lower bounds on the number of true discoveries in Z, or equivalently simultaneous confi-
dence upper bounds on the false discovery proportion (FDP) in Z (Blanchard et al. 2020; Genovese
and Wasserman 2006; Goeman and Solari 2011, reviewed in Section 2). However, from the cur-
rently available methods for post hoc simultaneous bounds, it is not clear how to extract lower
bounds on positive and negative parameters in Z. Let #*(Z) and n~(Z) be the number of parameters
in Z with positive values and negative values, respectively:

nH(I)={ieT:0;>0), n(I)=|{ieT:0;<0).

For simplicity of notation, we use #* and 7~ instead of n*([#]) and #~([n]). Our first goal is to pro-
vide tight lower bounds for #*(Z) and #n~(Z), for any Z. More formally, we aim to provide func-
tionals £7(-), £;(-), so that the following guarantee holds:

Py(n*(Z) > £5(Z), n (I) 2 ¢,(Z), forallZ) > 1 -a. (2)

Tight bounds are important in various applications. Consider, for example, the case of evaluating
a treatment effect on multiple subgroups (or cohorts). So 6; is the average treatment effect for sub-
group 7, and a positive lower bound on both the number of subgroups for which ; > 0 ( #*), and
on the number of subgroups for which §; < 0 ( n7), conveys the heterogeneity of the treatment ef-
fect. This can be of major clinical importance, since it provides the researcher with the knowledge
that at least for some subgroups the treatment is harmful rather than effective (i.e. that there is a
qualitative interaction, Gail and Simon 1985; Zhao et al. 2019). If the lower bounds are not zero, it
is of course of interest to identify as many of the subgroups for which the treatment is effective or
harmful. If the power is not strong enough to make discoveries, it may be of great interest to infer
on the bounds in related groups of subgroups (in addition to the overall bounds). The simultan-
eous guarantee in equation (2) gives the analyst the complete freedom to do this type of post
hoc analysis. A remark regarding the benefit of post hoc simultaneous bounds in general is that
they provide this flexibility of post hoc analysis which is in contrast with FDR controlling methods
such as the classical Benjamini-Hochberg procedure (Benjamini & Hochberg, 1995), where it is
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not possible to choose to report a subset of the discovered hypotheses since the FDR on the selected
subset of discoveries may be larger than the nominal level.

We shall demonstrate in this work that much tighter lower bounds are possible than the bounds
based on the number of discoveries in each direction in Z (i.e. |i € Z: Hj is rejected| for the lower
bound for #n*(Z); |i € Z: Hfis rejected| for the lower bound for 7~ (Z)).

In some settings, it is enough to infer on positive and non-positive findings, i.e. the interest
is only in lower bounds on #*(Z) and on #n(Z)+#°(Z), where #°(Z)=|T|-n*(T)-
n (Z)=1i € Z:6; =0|. For example, in systematic reviews in clinical trials, it is important to
evaluate the lower bound on the number of studies with a positive treatment effect (i.e. 6; > 0),
as well the lower bound on the number of studies with no effect or a negative effect (i.e. 6; < 0).
A positive lower bound on 1~ +n° is of concern since it suggests that the treatment does not
work in all cases considered—it may have no effect or may even be harmful (IntHout et al.,
2016). More generally, in replicability analysis (Bogomolov and Heller 2023), if interest lies in es-
tablishing that there is a positive association (i.e. 6; > 0) in more than one study, then providing
with 1 — a confidence the lower bound on #*(Z) as well as on #~(T) + n%(Z) is of great interest:
the lower bound on #n*(Z) provides the minimal extent of replicability in the desired positive
direction that can be stated with confidence; the lower bound on #~(Z) 4+ #n%(Z) provides the
evidence of the limit on replicability—a positive lower bound means that at least some studies
do not replicate.

Thus, we would like to provide functionals f:(~), £_(-) so that the following guarantee holds:

~t

Po(n™(Z) 2 €, (Z), n (Z)+n’(Z)>0,(Z), forall Z)>1-a. (3)
Since 7 (Z) < n;(Z) +n°(Z), the functionals £} (Z) and ¢ (Z) that satisfy equation (2) also satisfy
equation (3). So it should be possible to improve the lower bounds when aiming at the more re-
laxed requirement (3). For this purpose, we modify H} in equation (1) by removing the equality
sign. So the hypotheses considered fori=1, ..., 7 are:

H7:6,<0, Ki:6,>0, i=1,...,n (4)

Exactly one of the hypotheses pairs is true, i.e. in the family of 2x null hypotheses defined in equa-
tion (4), there are exactly # true one-sided null hypotheses. Therefore, for making positive and
non-positive discoveries more powerful, procedures than those that are typically used with two-
sided testing can be devised (Bauer et al., 1986; Guo & Romano, 2015). Bauer et al. (1986)
showed that for testing the 21 hypotheses defined in equation (4) using Bonferroni, discoveries
are made with the Bonferroni cut-off a/n, which is twice as large as the Bonferroni cut-off for
the family of hypotheses (1). This can be understood from the work of Shaffer (1986), who showed
that when performing a Bonferroni procedure, the proper correction factor for FWER control is
not the number of hypotheses tested, but the maximum number of null hypotheses that can sim-
ultaneously be true (Goeman et al., 2010). In Section 1.1, we review additional FWER and FDR
controlling procedures for equation (4).

The bounds we develop are uniformly tighter when considering the pairs of hypotheses in equa-
tion (4) rather than in equation (1). Therefore, the approach based on the pairs of hypotheses in
equation (4) should always be preferred—unless it is important to infer on the positive as well as
the negative parameters. Support for testing (4) is also given by Tukey (1991). With regard to a
single pair of hypotheses, Tukey (1991) argued as follows:

‘Statisticians classically asked the wrong question —and were willing to answer with a lie, one that
was often a downright lie. They asked “Are the effects of A and B different?” and they were will-
ing to answer “no”. All we know about the world teaches us that the effects of A and B are always
different—in some decimal place—for any A and B. Thus asking “Are the effects different?” is fool-
ish. What we should be answering first is “Can we tell the direction in which the effects of A differ
from the effects of B?” In other words, can we be confident about the direction from A to B? Is it
“up,” “down” or “uncertain”?’.
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So in cases where the point null hypotheses are never true, the hypotheses in equation (4) should
clearly be preferred over the hypotheses in equation (1). According to Tukey (1991) and Jones and
Tukey (2000), this is often the case. For this case, we provide powerful methods to discover hy-
potheses that are ‘up’ or ‘down’ as well as tight lower bounds on the number of hypotheses
that are ‘up’ or ‘down’ for all Z € [n].

1.1 FWER and FDR controlling procedures for testing (1) and (4)

Let x; = min (p;, q;), i=1, ..., n be the 7 smallest p-values of the 21 one-sided hypotheses. Let
x(1) < -+ - < x() be their ordered values. For critical values a1 < - -+ < ay, the procedure for direc-
tional inference is as follows:

(a) Let

(5)

R { max{r:xp < a;, YVi<r} for a step-down FWER controlling procedure,

max{r:x;) < o} for a step-up FDR controlling procedure.

(b) Forr <R, if x, is the p-value for H; , declare 6; > 0, otherwise declare 6; < 0 if testing (1) or
0; < 0 if testing (4).

For testing (1) with FWER control, a valid procedure for any dependence structure among the test
statistics is Holm’s procedure on the 27 p-values, i.e. the step-down procedure equation in (5) with
critical values o; = a/(2n—i+1),i=1, ..., n.

With additional distributional assumptions, more powerful procedures are possible. The as-
sumption of uniform validity was considered in Guo and Romano (2015), Zhao et al. (2019),
and Ellis et al. (2020). A valid p-value x; is uniformly valid if for all r € (0, 1), x;/7 given x; < ¢
is valid, i.e. if the null hypothesis is true then

P(xi<t|xi<7)<- VO0<t<z<Ll

S~

A sufficient condition for uniform validity is the MLR property of the test statistic for 6;. It is in fact
sufficient to require that the inequality above be satisfied for z = 1/2 (this is the weaker condition
of conditional validity, defined in (A1) of Section 3). In the first two rows of Table 1, we mention
two procedures that are more powerful than Holm’s step-down procedure on the 27 p-values. The
procedure in row 1, Holm on 7 two-sided p-values (Shaffer, 1980), is equivalent to testing (1) us-
ing the step-down procedure in equation (5) with critical values (in the last column) that are larger
than with Holm’s procedure on the 27 p-values. The procedure in row 2 is testing (4) using the
step-down procedure in equation (5) with critical values that are almost twice as large as the pro-
cedure in row 1, a; =a/(n —i+ 1 + a) (Guo & Romano, 2015). So it should be preferred if it is
enough to discover positive and non-positive (rather than negative) parameters.

The procedures in the last two rows of Table 1 provide FDR control for testing (1) (row 3,
Benjamini & Yekutieli, 2005) and for testing (4) (row 6, Guo & Romano, 2015). These proce-
dures use the step-up procedure in equation (4) with the critical values in the last column. The pro-
cedure in row 6 provides a uniform improvement, in terms of the number of discoveries, over the
procedure in row 3, since the critical values are twice as large.

We conclude this section by a brief overview of our contributions, which include the two pro-
cedures in rows 3 and 4 of Table 1.

1.2 A brief overview of our contributions

For finding £} (-) and £, (-) that satisfy equation (2), we suggest the following two-step approach,
which we refer to henceforth as directional closed testing (DCT): first, select from each pair the
hypothesis to test (based on the data); second, on the selected 7 one-sided hypotheses, apply an
a level closed testing procedure (reviewed in Section 2). Of course, the second step has to adjust
for the first step of selection from the same data. With this approach, we can provide simultaneous
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Table 1. Overview of existing and proposed procedures for error criterion and the type of inference considered

Criterion Procedure Type of inference Critical values o;
FWER Holm 7 two-sided (Shaffer, 1980) Positive/negative a/{2(n—i+1)}
Guo—-Romano (Guo & Romano, 2015) Positive/non-positive a/(n—i+1+a)
FDP Directional closed testing (Section 3) Positive/negative -
Partitioning with adaptive tests (Section 4) Positive/non-positive -
FDR Benjamini-Hochberg (Benjamini & Yekutieli, 2005) Positive/negative ia/2n
Guo-Romano (Guo & Romano, 2015) Positive/non-positive ia/n

Note. The critical values refer to the step-wise procedure outlined in equation (5). The procedures in the first four rows
require conditional validity and independence of the # test statistics, i.e. conditions (A1)- (A2) in Section 3. The
procedures in the last two rows require only independence of the 7 test statistics. FDP = false discovery proportion;
FDR = false discovery rate; FWER = family-wise error rate.

confidence bounds on #*(Z) and n~(Z) for any Z, building upon the work of Goeman and Solari
(2011) that showed how to obtain simultaneous bounds for a closed testing procedure (defined
and reviewed in Section 2). In particular, we can provide tight lower bounds on #* and 7™, as
well as positive and negative discoveries, with the guarantee that the probability of any wrong in-
ference is at most a.

Interestingly, a closed testing procedure on two-sided p-values (suggested by Finner, 1999 for
dFWER control) implicitly starts by the first step in the DCT procedure. However, viewing closed
testing on two-sided p-values as a DCT procedure has several advantages. First, by realizing that
the first step is the selection of the one-sided hypotheses to test, the follow-up inference is explicit
on the selected one-sided hypotheses and therefore controls the usual error rate (FWER), so there is
no need for a special definition of directional error rate (lIFWER), see Benjamini (2010) for a dis-
cussion of the potential harms in having too many concepts of error rates. Second, in addition to
concluding on the signs of individual parameters, DCT provides simultaneous lower bounds on
n*(Z) and n~(Z) as described in equation (11). Third, the sufficient assumption (A1) in Section
3 is more general than the distributional assumption for dFWER control considered in Shaffer
(1980), Finner (1999), Sarkar et al. (2004), and Guo and Romano (2015).

Another advantage of DCT is that the second step in the DCT procedure can start by testing for
qualitative interactions (i.e. testing the null hypothesis that all parameters are non-positive or all
parameters are non-negative) using the state-of-art approach suggested in Zhao et al. (2019). The
power to detect qualitative interactions will thus be as in Zhao et al. (2019), but in addition DCT
provides (at no additional cost for multiplicity) discoveries and confidence lower bounds on the
number of positive and negative parameters for any subset of parameters of interest, see Section
5.2 for details.

For finding Z:(-) and £, (-) that satisfy equation (3), we suggest applying the partitioning prin-
ciple (reviewed in Section 2) to the 2” orthants defined by {( — o0, 0], (0, 00)}". Each orthant defines
the orthant hypothesis that 0 is in the orthant. There are 2" orthant hypotheses, but exactly one
orthant hypothesis is true. Therefore, it is enough to test each at level a. This is in contrast to
DCT, where multiple testing adjustments are made (adjustments are necessary, since for the
zero vector O = 0 the 21 hypotheses in equation (1) are true). We show the general approach for
extracting the bounds, as well as the specific polynomial time algorithm that uniformly improves
over the DCT bounds £ (-), £ (-), so that Z:(~) > 0(), £, (1) > ().

In Section 2, we review the necessary statistical background and some of the notation and def-
initions we are going to use throughout this work. Then, we explain in detail DCT in Section 3, and
partitioning in Section 4. In Section 5, we provide usages of our suggested methods: for subgroup
analysis, for providing inference following the test of qualitative interactions, and for enhancing
meta-analysis. In Section 6, we compare and contrast the methods in simulations, and provide
some practical recommendations. Moreover, we quantify the improvement upon the methods tar-
geting FWER or FDR control in Table 1 (their lower bounds are computed merely by counting the
number of rejections in each direction). Final remarks are provided in Section 7. All proofs are in
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Section S1 of the online supplementary material. R code reproducing the examples is available at
https:/aldosolari.github.io/directionalinference/.

2 Background on simultaneous inference

Let Hy, ..., H, be n base null hypotheses, or base hypotheses, which form the basic units for the
inference. The corresponding p-values are x1, ..., x,. Each x; is a valid p-value for its respective
null hypothesis H;, i.e. its distribution is uniform or stochastically larger than uniform when H; is
true. For Z C {1, ..., n}, let Hz : (");c; Hi be the intersection bypotbesis of the |Z| base hypotheses
in Z. This hypothesis is true if V i € Z, H; are true. The level a test of Hz, denoted by ¢; € {0, 1},
is called the local test. It satisfies that Py(¢; = 1) < a when 0 € Hy.

2.1 The closed testing procedure

The closed testing procedure corrects the local tests for multiple testing by rejecting Hz only if it is
rejected by all intersection hypotheses that include Z, i.e. if ¢; = 1, where ¢; =min{g,: T 2 T}.
Marcus et al. (1976) showed that the adjusted tests ¢; have FWER control Po(¢; =0 for all Z C
T)>1-a, where T is the (unknown) index set of the true base hypotheses. The discoveries are
the base hypotheses rejected, D, = {i € [n]: §; = 1}.

2.2 Simultaneous post hoc bounds
Goeman and Solari (2011) showed that the lower bound for the number of true discoveries in Z,

IZ\Tl,is
L(I)=min(Z\J|:J €I, ;7 =0), (6)

with the guarantee that Py(|Z \ T| > £,(Z), for all Z) > 1 — a. Note that £,(-) can be used to
upper bound the FDP, which is |Z n T|/|Z|: with at least (1 — a) confidence, |Z N T|/|Z| is at
most (|Z| — £,(Z))/|Z|. For two-sided hypotheses, the functional £,(-) has to satisfy

Py(n*(Z) + 1~ (T) > £o(T), for all T) > 1 —a. (7)

However, it is not clear how to extract the lower bounds to satisfy equation (2).

2.3 The combining function for testing an intersection hypothesis
The combining function f:[0, 1]*! — [0, 1] maps the |Z| p-values for H;, i € Z, into a valid
p-value for testing Hz. The local test is

¢z =1Uf({xi, i € I}) < a}.

For mutually independent p-values, a popular combining function, which has excellent power
properties for a wide range of signals (Benjamini & Heller, 2008; Hoang & Dickhaus, 2022), i

Fisher’s: frigher (X1, - - =P(3, > -2 Z 1 log x;), where 3, is a chi-squared random Varlable
with 2d degrees of freedom Let x(1) < --- < x(4) be the ordered values. Another popular combin-
ing function is Simes," foimes (X1, - .., X4) = min15i5d{%x(i)}. It is essentially based on a single quan-
tile, and thus does not take full advantage of the pooled evidence when the number of positive (or
negative) parameters is large. Bogomolov (2023) suggested the the following combination func-

d
. . 2 1(x>0.5)+1 . . .
tion, mmls,«sd{Mx(,-)}, which uses the plug-in estimator for the number of null hy-

potheses combined. It may be much smaller than Simes, except in the case where the
intersection is only of two hypotheses. Therefore, it makes sense to switch to the Simes combining

! This combining method produces a valid p-value for the intersection hypothesis also if the p-values being combined

are positive dependent, Goeman et al. (2019).
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method in that case. So the modified Simes (mSimes) combining function we shall consider is

_ 23 (x> 0.5) + 1
ming <j<d (2 (xl- ) )
fmSimes(xlv ~~~:xd)= 1

mingg<a{¢x } otherwise.

x(,-)} if d> 2,

Our assumption regarding f(-), satisfied by all the combining functions above, is

(A0) The combining function satisfies monotonicity: f(x1, ..., x4) < f((x}, ..., x})) for x; < x]
for all i=1, ...,d; and symmetry: f(x1, ..., x4) =f(xj,, ..., x;,) for any permutation
(ila ~--9jd) Of(ls 5d)

2.4 The computational complexity for evaluating post hoc bounds

Computing £,(Z) involves the evaluation of exponentially many tests, which hinders its prac-
tical application. For specific combining functions, however, there exist shortcuts to derive the
closed testing results in polynomial time. Quadratic time shortcuts for combining functions
satisfying (A0) have been developed for FWER control (Dobriban, 2020) and simultaneous
FDP control (Goeman et al., 2021; Goeman & Solari, 2011). Tian et al. (2023) showed
that if the combining function satisfies also the separability condition (see Appendix B of
Tian et al. (2023) for the definition), both FDP and FWER shortcuts can be reduced to linear
time, after an initial sorting of the p-values. Separability is satisfied by the Fisher’s combining
function, as well by the combining function based on generalized means of p-values (Vovk &
Wang, 2020). For the Simes’ combining function, the shortcut described in Goeman et al.
(2019) allows calculation of ¢,(Z) in O(|Z|) time, after an initial preparatory step that takes
O(nlogn) time.

2.5 The partitioning principle

Closed testing is a fundamental principle for controlling family-wise error, but there is another
equally fundamental principle known as the partitioning principle (Finner & Strassburger,
2002). The key idea is to partition the parameter space into disjoint regions and simultaneously
test the hypotheses that the true parameter value lies within each region. Since the true value
lies within exactly one of these regions, there is only one true null hypothesis, and all the others
are false. Therefore, if the test for the true null hypothesis controls the Type I error probability,
then the FWER is also controlled. The partition procedure for the base hypotheses H, ..., H,
defines for every Z C [n] the partitioning hypothesis

]F[mH,.]n[ N H;],

i€l jeln\T

where HY is the jth alternative hypothesis, i.e. the complement of H;. The partitioning hypothesis
Jzistrue if and only if all H;, i € Z, are true and all H;, i € [#] \ Z, are false. The discoveries are all
indices 7 € [n] for which all J7 with Z 5 i are rejected at level a.

Closed testing and partitioning are equivalent principles for FWER control: for every closed
testing procedure, there exists a partitioning procedure that rejects exactly the same hypotheses.
Likewise, for every partitioning procedure, there exists a closed testing procedure that rejects
exactly the same hypotheses (Goeman et al., 2021). The partitioning principle has been argued
to be more convenient than closed testing for obtaining confidence intervals and sets in
Stefansson et al. (1988) and Finner et al. (2022). Since the family of hypotheses in equation (4)
has 7 true null hypotheses which are in exactly one of the 2” possible orthants, we suggest in
Section 4 to use the partitioning principle in order to obtain confidence sets for n*(Z) and
n®(Z) + n(T).
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3 Directional closed testing

Let p = (p1, ..., Pu) denote the p-value vector for (H7, ..., H,),and g = (q1, ..., q,) denote the
p-value vector for (HY, ..., H}). For simplicity, we assume that the test statistics are continuous
and g; =1 — p;, i € [n]. Our assumptions for the p-values are:

(A1) Each p-value is conditionally valid:

sup Py(2p; <x | pi<1/2) <x Vx€|0,1],
OeH-

sup Py(2g; <x|p;>1/2) <x Vxel0,1].
beH;

(A2) p1, ..., pn are mutually independent.

We are interested in simultaneous inference on the selected family of # directional hypotheses
{H; :p; <1/2} U {H] :p; > 1/2}. We propose the following procedure.

Procedure 3.1  (Directional closed testing).

Step 1 Select the # one-sided hypotheses for testing: {H; :p; < 1/2} U

(H7 :pi <1/2YU{H}:p;>1/2). Let S ={i:p;<1/2} and S*'=
{i:pi > 1/2} be, respectively, the indices for which we test H; and H}.

Step 2 Apply a level a closed testing procedure on the family of #
one-sided selected hypotheses, using the conditional p-values
{(2pi, i € ST} U {2q,, ] € S*}. The intersection hypothesis

HZ:[ N Ht.]n{ N Hi*}
i€InS~ i€InS*

is true if and only if all selected hypotheses with i € Z are true. For all
T C [n], testing Hy at level a is done by the local test

¢r=1f({2pi,i€eINSIU{2g;,j€ETNS)) <0} )

using a combining function f{(-).
Note that f({2p;, i€ ZnS"} U {2q;,j €T nS*}) =f(2min(p;, i), i € L), so the test of Hz coin-
cides with the test of the intersection of two-sided null hypotheses in Z using two-sided p-values.
We denote by S the vector of signs that we condition on in Step 1 of the DCT Procedure 3.1:

. . . -1 ifp;<1)2
S=(sign(p1 = 1/2), ..., sign(p, = 1/2)), sign(pi —1/2) = { sy

Conditional on the vector of signs S € { — 1, 1}", the probability of rejecting the intersection hy-
potheses of the true nulls among the selected is at most a, since in the local test in equation (9) we
combine (conditional) p-values that have each a distribution that is at least as large as uniform giv-
en S. We formalize this in the next proposition.

Proposition 3.1  Letpy, ..., p, fulfil conditions (A1)~ (A2), and let 6 be the true unknown
vector of parameters. So among the 7 selected for testing in Step 1 of
Procedure 3.1, T ={{i:0, € H-}nS}u{{i:0, € H}nS*} are the
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indices of true one-sided null hypotheses. Then the test of the intersection
of the hypotheses in T satisfies conditional Type I error control:

sup Py(dr=118)<a. (10)
0'eHr

Proposition 3.1 implies that with probability at least 1 — a all the rejections of intersection hy-
potheses in Procedure 3.1 are correct, conditionally on S and therefore also unconditionally:
Pol¢;=0VICT|S)>21-a,Pyp;=0YZICT)>1-a,where ¢; =min{g;:J 2T} for ¢,
in equation (9).

We now show explicitly how to obtain discoveries and confidence bounds on #*(Z) and n™(Z)
from Procedure 3.1. Let D} ={i € S":¢, =1} and D, ={i € S": ¢, = 1} be the index sets of the
positive and negative discoveries, respectively, where ¢, =min{¢,:7 3i}. The procedure
concludes 6; > 0 for all i € D} and 6, <0 for all i € D, while guaranteeing that the probability
of at least one false conclusion on the sign of the parameter, given the vector of signs S, is at
most a.

More generally, for any Z C [#n], we can use equation (6) as follows. For Tn 87, £,(Z nS7) is
the lower bound on the number of positive parameters: #t(Z N S™) > £,(Z N S”). Similarly, for
INnS* n(ZnS8Y)>¢,(TnSY). From equations (6) and (10), it follows that the bounds

) =0,INnS), £(I)=L,InSh (11)

o

are such that
Po(n*(Z) > €X(T), n(T)2€(T)forall T|8)>1-a. (12)

In particular for Z =[n], the 1 —a confidence bounds for #n* and n~ are £f =¢,(S") and
07 =1£,(S*), respectively. Note that the positive and negative discoveries are given by Df =
{i:€5(i)=1), D, ={i:¢;()) =1}, and £}([n]) > |D}|, £;([n]) > |D,| always holds. In Sections 5
and 6, we show that the gap between the lower bound and the number of discoveries can be large
for Z =[n], and it is larger for Fisher’s combining function than for mSimes and Simes. Finally,
note that £,(Z) serves as a lower bound for the number of non-zero parameters n*(Z) + n~(Z),
and £,(Z) > ¢}(Z) + ¢, (Z) always holds.

Computing equation (11) involves at most the evaluation of exponentially many local tests (9),
but for specific combining functions there exist shortcuts to derive the closed testing results in
polynomial time, as detailed in Section 2. Therefore, the computational time is reasonable even
for moderately large 7.

3.1 Dependent p-values

DCT is valid if the local test satisfies equation (10). Sufficient conditions are (A1)- (A2). However,
for specific dependencies among the p-values or test statistics, it may be that equation (10) is sat-
isfied even if (A2) is not satisfied.

A specific setting with dependent p-values for which we have a local test that satisfies equation
(10) is the setting of testing 7 population normal means, where the population variance o2 is un-
known, but identical across all populations. This is the common one-way analysis of variance set-
ting. We shall describe this setting using the notation N(y, 1), ¥2, t,, and F}, to denote the normal,
chi-squared, central ¢, and central F distributions, respectively (with their respective parameters or
degrees of freedom), and t,., Fy,, . denote the x-quantile of ¢, and Fy,, respectively.

The test statistic for the mean 6; is y;/(k;s), where y; ~ N(6;, k;o) and vs? /o> ~ y* for the appro-

1
priate k; and v that depend on the sample sizes, i=1, ..., n. So y;/(k;s) ~ t, and 7] Ziel% ~
Fiz), for the zero vector 6 =0, for all Z C [n]. Although y4, ..., v, are independent, the test statis-

tics v;/(k;s), i=1, ..., n are dependent since o is estimated using all observations. The p-values
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pi=P(t, > y;/(kis)) and q; = P(t, < y;/(k;s)) are dependent since they use the same variance esti-
mator s.
A natural combining function is the one for the F-test

f(205,i €T NSV U 245,/ €T 1 S =f2min (py, 41), i € T) = P(“’” 2 {7 s )

i€l

To see that this is a valid combining function, note that for any § € Hz (defined in Step 2 of the
DCT Procedure 3.1):

<|I| Zkz 5 2 Firjpi-x | S) = [E(ﬂ%(m Zkz 52 Frjpi-x | S, s))

i€l i€l

<E(P 2 Frjpi-x | Sy s vix | S
(0<|Z|§k22 Fizjvi-x | )) (|I| zeIk Fizpi-x | >

where the expectation is over the distribution of s (which is independent of S). The first inequality
in the second row follows from Lemma 1 of Al Mohamad et al. (2020). An intuitive explanation
for the inequality is the following: S defines the 8 orthant that is actually tested, and since 8; and y;
are of opposite signs the instance for which ", ¥?/k; tends to be largest given Sis 6 = 0 (the extra
conditioning on s does not make a difference since s is independent of (y1, ..., y,) for normal ran-
dom variables). The last inequality follows from the validity of the F test when the vector of means

2
0 =0 (since the test statistic ) ;.7 ,:z% is independent of the direction (y1, ..., y,) or more generally

of the orthant it belongs to, i.e. §). The DCT procedures coincides with the closed F-test procedure
on two-sided p-values suggested by Finner (1999) for dFWER control. It complements the analysis
for dFWER control suggested by Finner (1999) by providing also simultaneous post hoc bounds
for n*(Z) and n~(Z) for all Z C [n].

4 Simultaneous inference on positive and non-positive parameters

4.1 The general recipe for the simultaneous confidence lower bounds

We derive simultaneous (1 — a)-confidence lower bounds Z:(Z) and £,(Z) for n*(Z) and n~(Z) +
n%(Z) by using the partitioning principle, reviewed in Section 2. The main idea is to partition
the parameter space R” into disjoint subspaces: consider the 2” orthants

Ocx={eR":6;>0forallie K, 6 <0 forall j ¢ K}

for all K, so that exactly one Ok contains the true parameter 6.
Each orthant @k has a corresponding null hypothesis [ : 6 € O that the orthant includes the
true parameter. This hypothesis is true if and only if all K;, i € K are true and all H , j & K are true:

Jk: [QK] n :@H‘]

Let yy € {0, 1} be the level a local test for hypotheses Ji, for all K. The hypotheses Jx are
all disjoint, and only one of them is true. For the true Ji, 9€®p Poly=1) <L a.
Con51der the hypothesis ]L,( nt(Z)=v, which can be equivalently expressed as
): Uk knzi=o Jx- Then [,(Z) is re]ected if and only if all Ji with |[KnZ|=v are rejected,
and denote by

w,(Z) =min{y: K C[n] and IKNZ|=v} (13)
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the statistical test for J,(Z). The collection of values v for which we failed to reject J,(Z) at level o
constitutes a (1 — a) confidence set for n*(Z).

Proposition 4.1 Let N+(I)a =fvel0,...,|Zl}:y,(Z)=0}). Then Py(n*(Z)e
NHT), forall T) > 1 — a for any 6 € R”. Furthermore, the lower
bounds given by £, (Z) = min (N*(Z),), £, (Z) = |Z| — max (N*(Z),)
satisfy equation (3).

The construction described above is very general, for any valid local test. In particular, this
means that if the p-values are dependent, the confidence set can be computed as long as the local
test used is valid for the dependency of the 7 p-values combined for each orthant hypothesis. See
Section S3 of the online supplementary material for an example with dependent p-values.

Next, we show that by mapping the local tests used in DCT to local tests for testing orthant hy-
potheses, we can get a uniform improvement over DCT.

4.2 A uniform improvement over DCT for the bounds on n*(Z) and n~(Z) + n°%(Z)

We can use the DCT local tests, henceforth referred to as the adaptive local tests, for testing or-
thant hypothesis Ji, as follows. Instead of testing this intersection hypothesis, test the larger inter-
section hypothesis that only combines p-values from S~ and S*, i.e. test only the intersection of
one-sided hypotheses selected in the first step of the DCT procedure. The larger intersection hy-
pothesis has indices in {K° N S7} U {K n 8*}. The adaptive local test is

Vi = s iulnst)
—1{f((2pi €K NS U 2g)j € KN SH) <al.

This test is a valid local test for Jx since

[0l <Lyl e

ek’ jex i€EKNS™ jekns*

Is this a good local test for an orthant? Zhao et al. (2019) argued that the power of a test of an
intersection hypothesis that combines only the conditional p-values of p-values below a threshold
has excellent power properties. Since for testing each orthant, we combine only conditional
p-values for which the data favour the one-sided alternative, we expect the adaptive local test
to have the power advantage observed in Zhao et al. (2019). Specifically, we expect to have super-
ior power over the non-adaptive local test that combines all p-values in the intersection when the
parameter vector has mixed signs, and not lose much power if the parameter vector does not have
mixed signs.

However, the computational problem remains: direct application of equation (13) takes expo-
nential time since there are ! orthants with exactly v positive parameters. For a combining func-
tion f(-) satisfying condition (A0), the reduction to polynomial computation time is possible by
first sorting the conditional p-values in each of the following sets: S"nZ, St NnZ, S” NI
8* n Z¢. Consider the problem of testing that #*(Z) = v and exactly k positive parameters are in
S* nZ. Since f(-) is monotone, the orthant with the largest p-value is the one that combines:
the |Z N S| — (v — k) largest 2p;’s in T N S~; the k largest 2g;’s in Z N S*; between 0 and |Z° N
S| largest 2p;’s in Z¢ N S~; between 0 and |Z¢ N S*| largest 2¢,’s in Z¢ N S*. So we can find the
largest combination p-value by considering |S™ N Z¢ x|S* N Z¢ possible combinations.
Considering all possible values of k and v, we see that the complexity is O(|Z|>|Z¢|%). See
Section S4 of the online supplementary material for the detailed algorithm.

Proposition 4.2  Let py, ..., p, fulfil conditions (A1)- (A2), and the combining function
f(-) fulfils condition (A0). Then using the adaptive local tests (14), the
adaptive partitioning procedure (AP) returns the lower bounds Z: (Z)
and £_(Z) for n*(Z) and nn~(Z) + n°(Z), respectively, with at most O(|Z|* -
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max (1, |Z¢%)) computation. The bounds satisfy the following condition-
al (on the vector of signs, S) and unconditional coverage guarantees, re-
spectively:

Po(n*(T) > [(:(I), n(Z)+n(T) > (T), forallZ|S)>1-a, (15)

Py(n*(T) > 0. (T), n (T)+n°(T) > (T), for all T)
>1-(1-2"a>1-a. (16)

The conditional (1 — a) confidence bounds, i.e. the bounds that satisfy equation (15), have an
unconditional 1 —a(1 —27") confidence guarantee, i.e. they satisfy equation (16). Therefore,
adaptive local tests with partitioning can be carried out at level & = a/(1 — 27") if the conditional
guarantee is not necessary. Using & falls within the framework of the holistic approach of Goeman
and Solari (2022), that view selection and conditioning as means for useful inferences with uncon-
ditional error guarantees.

With (1 — a) confidence, f;(l') < #n*(Z) < || - €, (T). These are tighter bounds than with (1 — &)
confidence. Specifically, the overall lower bounds for #* or 7~ + #° are positive if f({2p;, i € S7}) <
aorf({2q;,j € 8*})) < @, respectively. In contrast, with DCT more testing takes place to correct for
multiplicity, and moreover the local tests are carried out at level a < a. Therefore, there is less power
to detect positive lower bounds for 7+ and 72~ + #° with DCT. The number of discoveries for FWER
control at level a with partitioning may also be greater than with DCT, but only because it is carried
out at level & > a. The multiplicity correction is essentially the same, since a discovery is made for
i € [n] using partitioning only if all adaptive local tests that include it are rejected, and these are pre-
cisely the local tests for all Z 3 i. By this same reasoning, the lower bounds are the same when using
partitioning and DCT, with the same level & local tests, for #*(Z) if Z € S~, and for n~(T) 4+ #n°(Z) if
IcSh

Proposition 4.3  For a given combining function satisfying (A0), let £*(-), £, (-) be the DCT
lower bounds that satisfy equation (11), and Z:(~), ¢, (-) be the bounds ex-
tracted from applying the level a adaptive local tests in equation (14).
Then f:(~) > ¢5(-), and €, (-) > £;(-). Moreover, if Z C S~ then ZZ(I) =
€XZ) and € (I)=¢;(Z)=0; if ZTCS* then £ (Z)=¢;(Z) and
(T =£:(T)=0.
We examine the basic case of 7 =2 in Section S2 of the online supplementary material, in order
to enhance our understanding of the partitioning procedure with adaptive local tests.

5 Applications
5.1 Subgroup analysis

In subgroup analysis, it is common to apply two-sided tests in order to conclude about the
intervention effect in each subgroup. An easier, yet informative goal, is to provide lower
bounds on #* and either #~ or #~ + #°. The data of Fisher et al. (1983), re-analysed in Gail
and Simon (1985), consist of the difference in disease-free survival probabilities at 3 years
for breast cancer patients who underwent a PFT treatment (L-phenylalanine mustard, 5-fluo-
rouracil, and tamoxifen) compared to those who received a PF treatment (L-phenylalanine
mustard and 5-fluorouracil). The study includes a total of 1,260 patients divided in n=4
subgroups, classified based on age and progesterone receptor levels. Let 77, be the sample
size for treatment j € {PFT, PF} in the ith subgroup. Table 2 provides: #, which is the
Kaplan—Meier estimate of the disease-free survival probability at 3 years for patients who
underwent treatment j and belong to subgroup i; the corresponding standard error SE(#)),
which is calculated using Greenwood’s formula (Greenwood 1926); the estimated effect size
and one-sided p-values, which is computed using an arcsin-square root transformation as
detailed in Section S6 of the online supplementary material.
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Table 2. Analysis of disease-free survival probabilities at 3 years nJ, for breast cancer patients who underwent
treatment jth treatment (j = PFT, PF) and belong to subgroup i/ defined by age and progesterone receptor (PR) levels
(i=1: Age <50, PR <10; i =2: Age > 50, PR <10; i = 3: Age <50, PR > 10; i =4: Age > 50, PR > 10)

Subgroup i 1 2 3 4
Treatment j PFT PF PFT PF PFT PF PFT PF
# .599 436 .526 639 651 698 .639 790
SE(#) 0542 0572 .0510 .0463 .0431 .0438 .0386 .0387
0; 2.051 -1.635 —-0.764 -2.708

pi .0202 .9490 7774 .9966

Note. Reproduced from Table 2 in Gail and Simon (19835). The last two rows are the (standardized) differences between
PFT and PF disease-free survival probabilities at 3 years (arcsin-square root transformed) and the p-value for H;
computed using the large sample normal approximation. PFT = L-phenylalanine mustard, 5-fluorouracil, and tamoxifen;
PF = L-phenylalanine mustard and 5-fluorouracil.

Applying the first step of hypothesis selection based on the direction favoured by the data, the
DCT procedure selects Hy, Hf, HY, Hf. The p-values used for testing in the second step, are
therefore: 0.0202, 1 — 0.9490, 1 — 0.7774,and 1 — 0.9966, for groups 1, 2, 3, and 4, respectively.
The level a=0.05 DCT procedure using the Simes local test is illustrated in the top panel of
Figure 1. We have 0 < »n* and 1 <#n~ with 95% confidence. Furthermore, we conclude that
04 <0, since H} is rejected by closed testing. We obtain a trivial lower bound for #* because
Hj is not rejected by closed testing, and a non-trivial lower bound for #~ because Hf n Hf n
H} is rejected by closed testing.

The procedure using the same adaptive local tests with partitioning is illustrated in Figure 2. We
can extract the confidence set for #* from these non-rejected orthant hypotheses as follows. Since
the number of positive parameters in each non-rejected orthant hypothesis is at least one and at
most three, the bounds are 1 < n* < 3 with 95% confidence. This is an improvement over the
bounds for #* with DCT. Alternatively, we can see that the lower bound is one because H; N H; N
H3 n Hj is rejected (by a local test of Hy, since for the remaining coordinates K», K3, K4 were se-
lected for testing). Moreover, since the fourth individual hypothesis in each non-rejected partition
null hypothesis is non-positive, we further conclude that 64 < 0. This is a weaker conclusion com-
pared to 8,4 < 0 obtained by DCT.

5.2 Testing for qualitative interactions with follow-up inference

Gail and Simon (1985) analysed the data of Table 2 to see whether they could demonstrate a quali-
tative interaction at the a = 5% level. However, the likelihood ratio test proposed by Gail and
Simon (1985) results in a p-value of .0877.

The test of Zhao et al. (2019), with selection threshold = 1/2, rejects Ho : H{ U Hy, where
Hy :{n* =0} and H : {n~ =0}, if Hs- is rejected with f({2p;, i € §7}) and Hg+ is rejected with
f({2gi,i € S*}). This is a valid test since Hy € Hs- and H{ C Hg+. The p-value is
max (0.0403, 0.0203) = 0.0403 with Simes’ combination test.

We propose the following procedure tailored for qualitative interactions: start with Zhao et al.
(2019) global test for Hy and, if rejected, continue with the DCT procedure.

Procedure 5.1 (Closed testing for qualitative interactions).

Step 1 Apply Step 1 of procedure 2.1

Step 2 Apply a level a closed testing procedure on the family of hypotheses
{H :p; <1/2} U {H} : p; > 1/2}. Testing Hz atlevel a is done by the lo-
cal test

{max{f({2p;,i € S7)), f({2qi, i€ ST} <o} HI2S orZ2S*

1 <
#7= H{(2pi,i€eINSIU{2g,,j€EINST)) <al otherwise.
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Procedure 3.1 (Directional closed testing)

Hr NHY nHf nHf
0.0271
(0.0271)

H NnHy NHf
0.1209

(0.1158)

Hy NnHy nHf
0.0203
(0.0271)

Hy NHi nHf
0.0203
(0.0271)

Hy NHf nHf

(0.0271)

S =N

Procedure 5.1 (Closed testing for qualitative interactions)

Hy NHy nHf nHf
0.0403
(0.0403)

Hy N Hy Hy N Hf Hy nHf Hy nHf Hy nHf Hf nHf
0.0806 0.0806 0.0135 0.2039 0.0135 0.0135
(0.1209) (0.1209) (0.0271) (0.2039) (0.0271) (0.0271)
Hy Hy oY Hf
0.0403 0.1020 0.4451 0.0068
(0.1209) (0.2039) (0.4451) (0.0271)

S

Hy NHy nHf
0.0403

(0.0403)

Hy NHy nHf
0.0403
(0.0403)

Hy NHi nHf
0.0403
(0.0403)

Hi nHi nHf
0.0403
(0.0403)

Hy NHf Hy nHf Hy nHf HinHf Hi nHf
0.0403 0.0403 0.0403 0.2039 0.0135 0.0135
(0.0403) (0.0403) (0.0403) (0.2039) (0.0403) (0.0403)
Hy Hy Hy Hf
0.0403 0.1020 0.4451 0.0068
(0.0403) (0.2039) (0.4451) (0.0403)
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Figure 1. The example from Table 2. Top plot: Procedure 3.1 (Directional closed testing) with Simes’ local tests.
Bottom plot: Procedure 5.1 (Closed testing for qualitative interactions) with Zhao et al. (2019) test for

{H7}u{Hf n Hf n H;}. Each node represents a closed testing intersection hypothesis, and the arrows indicate
subset relationships. Below each intersection hypothesis, the corresponding p-value and the closed testing

adjusted p-value (in brackets). Shaded nodes are hypotheses rejected by the 5% level closed testing procedure.

If Hy is rejected, then the lower bounds for #* and #~ are both informative, i.e. n* > 0, n~ > 0.
From the bottom plot of Figure 1, we see that at level 5%, Procedure 5.1 rejects all
hypotheses but Hy n H}, Hj, and H}, giving 1 <»n* <3, 1<n <3, and 6;>0, 04<0.
This result improves the one obtained by the DCT Procedure 3.1 ( 1 <#n~ <4 and 04 <0).
However, with Procedure 5.1, rejecting Hy is crucial: if Hy is not rejected, the closed testing
Procedure 5.1 does not reject any intersection hypothesis. For instance, at a = 3%, Procedure
3.1 gives the same conclusions as at a = 5%, while Procedure 5.1 is uninformative since no rejec-

tions are made.

Note that the partitioning procedure with adaptive tests may employ the local tests of Procedure

5.1, giving
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KlﬂKgﬂKgﬂHZ

K10K20H50K4

KlﬂHQ_ﬂK3ﬂK4

Hl_ﬂKzﬂKgﬂK4

0.2039 0.0135 0.0135 0.0271
KiNKynHy nHy || KinHy nKgnHy || Ky nHy NHy NKy || HY nKanKgnHy || H NKgonHy NKy || Hf nHy 0 Kgn Ky
0.1020 0.4451 0.0068 0.1209 0.0203 0.0203

KiNHy NHy NHy
1

H NKyN Hy NHy
0.0806

H NnHy NK3NHy
0.0806

Hy NH; N H; NK,
0.0135

Hy NHy NHy NHy
0.0403

Figure 2. The example from Table 2. Each box represents an orthant hypothesis. Below each orthant hypothesis,
the corresponding p-value obtained by the Simes local test. Shaded boxes are orthant hypotheses rejected by the
partitioning procedure at the 5% level.

fKCS orKcCSt

f(2piic KNS U2g,j€KNSH) <a) otherwise.

Wmax{f({2pi, i€ S7)), f({2g;,i € ST} <@
Y = 1
Applied to the data in Table 2, this procedure at level a = 5% gives the same conclusions as
Procedure 5.1 at the same level.

5.3 Enhancing meta-analysis

The first step in a meta-analysis is often the computation of a global null p-value, which commu-
nicates the strength of the evidence against the null hypothesis of no association in any of the stud-
ies. Rejecting the global null does not rule out the possibility that this is due to a non-zero
association only in a single study (e.g. due to the particulars of the cohort in that study, or due
to bias). Therefore, it is of interest to provide tight lower and upper bounds on the number of stud-
ies with, e.g. a positive effect. Moreover, for non-trivial bounds it is natural also to try to identify
the studies where there is an association. DCT should be used for this purpose if inference on posi-
tive and negative associations are desired. Adaptive local tests with partitioning should be used if it
is enough to infer the lower and upper bounds on #*, and to identify positive and non-positive as-
sociations. Since in a typical meta-analysis, the studies are independent and the test statistic in each
study is approximately normal, the required conditions (A1)—(A2) are satisfied.

For a concrete example, we consider the data of Cooper et al. (2003), made public by
Konstantopoulos (2011), where the effect of a modified school calendar (with more frequent
but shorter breaks) on student achievement is examined. The meta-analysis used studies of 7 =
56 schools in 11 districts. The experimental design is a two-group comparison (modified calendar
vs traditional calendar) which involves computing the standardized mean difference y; ~ N(6;, 1),
where 0; > 0 indicates a positive effects, i.e. a higher level of achievement in the group following the
modified school calendar. Zhao et al. (2019) showed that there is evidence of a qualitative
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Table 3. The effect of modified school calendars on student achievement: intervals for n* and n~ and corresponding
number of discoveries |D*| and |D~|, for different combining methods and procedures, with 95% confidence

nt n\n +n°
Local test Procedure Lower bound Upper bound |D*| Lower bound Upper bound |D7|
Fisher DCT 9 56 4 0 47 0
AP 10 53 3 46
Simes DCT 8 56 8 0 48 0
AP 8 55 1 48
modified DCT 8 56 8 0 48 0
Simes AP 8 54 2 48
adaptive DCT 9 55 N 1 47 0
LRT AP 11 53 3 45
Guo-Romano FWER 8 55 8 1 48
FDR 12 52 12 4 44 4

Note. Results for Procedure 3.1 (DCT), the adaptive local tests with partitioning (AP), and the procedures in Guo and
Romano (2015) for FWER and FDR control (last two rows). |D~| is the number of discoveries of negative parameters for
DCT and non-positive parameters otherwise. AP = adaptive partitioning procedure; DCT = directional closed testing.

interaction at the 5% level, i.e. that the effect of the modified school calendar on student achieve-
ment is positive in at least one study, and negative in at least one study.

Table 3 shows the results of our analysis. With DCT, the upper bound on ™ is the trivial bound
of n=156. Adaptive local tests with partitioning gives much more informative bounds: using
Fisher’s combining method, the 95% confidence bound for #* is 10-53, and we have four individ-
ual discoveries; using mSimes, the 95% confidence bound for n* is 8-54, and we have eight indi-
vidual discoveries. The bounds are tighter than the bounds obtained by counting discoveries in
each direction, since local tests used for the bounds can reject the intersection hypotheses even
when base hypotheses are not rejected. Using the procedure of Guo and Romano (2015) which
is targeted for FWER control, the 95% confidence bound for #* is 8-55, with nine individual dis-
coveries. Using the procedure of Guo and Romano (2015) which is targeted for FDR control we
get the narrowest bounds for #*, 12-52. However, these are not 95% confidence bounds since this
procedure does not provide a simultaneous confidence guarantee.

6 Simulations

We carry out simulation studies in order to evaluate the performance of our suggested methods.
Our main focus is on the evaluation of the DCT Procedure 3.1 and the adaptive local tests with
partitioning (AP) procedure, with different combining methods of potential interest.
Proposition 4.3 states that the bounds of AP are at least as tight as with DCT. We aim to quantify
the potential gain in terms of tighter bounds. We use two representative combining methods for
this purpose: Fisher, which is a sum-based method, and modified Simes (8), which is quantile
based. Sum-based tests, such as Fisher, are better for the bounds but worse for discoveries. In
the SM, we further consider the adaptive likelihood ratio test (ALRT, Al Mohamad et al.,
2020), which is a sum-based test for normal test statistics, and Simes—it is inferior to mSimes
for the bounds as well as for (directional) decisions in our simulations.

We compare our procedures to the FWER and FDR controlling procedures in Guo and Romano
(2015), which were introduced in Section 1.1. These procedures aim to identify the positive and
non-positive parameters, so they control the directional error rates. We extract the lower bounds
for n*(T) and n~ () + n°(T) from these procedures by counting the number of discoveries that are
claimed to positive, and non-positive, respectively. The FWER controlling procedure is a good
competitor for discoveries, but does poorly for the bounds: the average sum of the lower bounds
on positive and non-positive parameters, computed by counting the number of discoveries, is
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lower than using our novel methods (regardless of the choice of which local test to use). The FDR
controlling procedure is less relevant, since unlike all the other procedures considered, the prob-
ability that the number of positive or non-positive discoveries are greater than the true number
of positive and non-positive parameters in the set of discoveries can be much larger than o, see
Figure S7 of the online supplementary material. However, we included it since it is interesting
that for the bounds it is not necessarily better, even though there is no confidence guarantee.

Our data-generating mechanism is as follows. For a total of # = 50 parameters, there are n* €
{0, ..., n} positive parameters and n~ € {0, ..., n — n*} negative parameters. The remaining pa-
rameters are zero. The test statistics are generated independently from a Gaussian distribution
with standard deviation one and mean centred at the parameter value, §; ~ N(6;, 1). The one-sided
p-value for H; isp;=1— ®(0;),i=1, ..., n. Our analysis is based on B =2, 000 data-generating
mechanisms, and a = 0.05.

We display the average sum of the lower bounds on the number of positive and non-positive
parameters (the average length of the bounds is 7 minus this average) and the number of param-
eters discovered for each procedure in Figure 3 and Figure S8 of the online supplementary
material. Our key findings are the following. First, AP provides much tighter bounds than
DCT. Second, the sum-based tests are better for the bounds than the quantile-based tests and
than the FWER controlling procedure in Guo and Romano (2015). They can also be much better
for the bounds than the FDR controlling procedure in Guo and Romano (2015) in data-generating
mechanisms with fairly weak signal. Third, for making discoveries, mSimes is competitive with the
FWER controlling procedure in Guo and Romano (2015), and they are both much better than the
sum-based tests. From the simulations, we can support the following general guidance: mSimes is a
good choice if making discoveries is important in addition to the bounds, or if it is expected that
the fraction of parameters far enough from zero is small. Otherwise it is best to use a sum-based
combining method, such as Fisher or the ALRT.

7 Concluding remarks

In Procedure 3.1, the selection Step 1 has a cost of inflating the p-values by a factor of 2. It is a
reasonable cost, since it is no worse than the cost of two-sided testing. It is possible to consider
more generally the selection of {H} : p; < 7} U {H; :p; >t} fora 7 € (0, 1). Such a selection step in-
flates the p;s by 1/, and the g;s by 1/(1 — 7). It may be useful when it is more important to detect
one direction over another. More generally, each parameter may be accompanied by its own pre-
defined selection threshold 7;, i =1, ..., n. In particular, it is possible to set z; € {0, 1} if the direc-
tion for inference is a priori known for parameter ;. Selection is thus more general, and the DCT
or partitioning procedures are carried out as described, using the conditional p-values
{pi/zi:pi <7} U{qi/(1 — 1) :p; > ;). Importantly, the same computational shortcuts can be used
on these conditional p-values, and inference is valid as long as p1, ..., p, are independent and uni-
formly valid.

An open problem is how to deal with dependent p-values. For very specific structured depend-
encies, as discussed in Section 3.1, the procedures that condition on the vector of signs may be ap-
plied with the appropriate local test. Without conditioning, it is possible to apply the partitioning
procedure as detailed in Section 4.1, as long as the local test is valid for the specific dependency
between the p-values. We provide a small example in Section S3 of the online supplementary
material, and leave for future research the more comprehensive examination of unconditional
methods for dependent test statistics.

This work concentrated on post hoc bounds. For simplicity of exposition, the examples we pre-
sented were small scale. But in principle the methods can be applied also in moderate and large-
scale testing. As shown in Section 6, the bounds can be tighter than bounds obtained from FDR
controlling procedures when the signal is weak and sparse. Specifically, our procedures can be use-
ful for studies that examine longitudinal data on independent individuals. For example, in neuro-
imaging, the p-value from an experiment on an individual in a region of interest in the brain may be
reported for hundreds of individuals. The lower bounds on #*(Z) and #~(Z) or n~(Z) + #°(Z) may
be of great interest, for Z = [#] as well as for various Z C [#].

For large-scale testing, methods that use negative controls or masking have been suggested for
inference on the signs. For example, Leung and Tran (2023) (building upon the work of Lei and
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Figure 3. The average sum of the lower bounds on positive and non-positive parameters (left column, higher is
better) and number of base hypotheses rejected (right column, higher is better) vs. the signal-to-noise ratio (i.e. the
absolute value of the non-null 6; value), for the following methods: AP and DCT with combining functions Fisher (AP
FISHER and DCT Fisher) and mSimes (AP mSIMES and DCT mSimes); the Guo—-Romano procedure for FWER
control (GR-FWER) and for FDR control (GR-FDR). n* = n~ = 15 in the first row; n* =30 and n~ =0 in the second
row. In the right column, the absence of DCT procedures is due to the fact that they coincide with the AP procedures
(Proposition 4.3). Note that for GR-FWER and GR-FDR, the sum of lower bounds on the number of positive and
non-positive parameters is their number of discoveries, so their curves are the same across panels in each row.

Fithian 2018) suggest reflecting the p-values of the one-sided hypotheses around 0.25 or 0.75. For
FDR control, these methods build on the knock-off+ method of Barber and Candeés (2015), so the
estimated false discovery proportion in Z is the estimated number of negative controls in Z plus
one, divided by |Z|. The added one in the numerator makes these procedures less relevant for small
scale testing or when very few parameters are non-zero. An open question is how to extend their
inference to post hoc simultaneous bounds on #%(Z) and #~(Z). For this purpose, it may be possible
to build upon the work of Li et al. (2022). It will then be interesting to compare the two ap-
proaches: conditioning on the signs and using adjusted p-values as in the current manuscript vs.
conditioning on the masked p-values and using a knock-off approach.

In a high-dimensional meta-analysis, where the studies are independent but each study examines
many (say m) features, can we first select features, and then provide simultaneous post hoc
bounds? For example, for the neuroimaging application, how can we address multiple regions
of interest and provide tight bounds for each region while controlling a relevant error measure?
If |R| features out of m are selected, and the post hoc bounds are constructed at level |R|a/m,
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then a relevant error is controlled. This error is related to the average FWER over the selected, i.e.
the expected proportion of features with at least one erroneous rejection out of all the selected fea-
tures, suggested in Benjamini and Bogomolov (2014). Briefly, the error we consider is the expected
proportion of at least one non-covering post hoc bound, over the selected features. We plan to
carry out in the future a detailed analysis of this procedure, and its theoretical guarantees for spe-
cific and general dependencies.
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