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ARTICLE INFO ABSTRACT

JEL classification: The question of whether credit rating announcements by credit rating agencies can influence
G12 the short-run performance of firms has been long debated. Although evidence points to the
G14

occurrence of abnormal returns after the announcement, most event studies do not take into
account the effect of potential non-linearities between the event and stock returns. This study
Keywords: proposes a novel approach to assess the impact of credit announcements, based on machine
Abnormal returns learning. In the first step a statistical test is performed to evaluate whether the mean returns
before and after the announcement are different, then in the second step we predict whether
an actual variation of mean returns takes place. Based on an international dataset of credit

G15

Event study
Machine learning

DAX
FTSE100 events on returns from DAX, FTSE100, and NIKKEI225 indices, our results show that (i) machine
NIKKEI225 learning has a slight edge over standard classification models, (ii) significant rating changes are

seemingly more complex to predict.

1. Introduction

The predictive power of credit ratings upgrades and downgrades has long been of central interest in financial economics.
According to asset pricing theory, this can be attained by testing statistically for the presence of a premium over expected returns. A
large volume of studies, dating back to Pinches and Singleton (1978), have investigated whether abnormal returns' are attributable
to credit rating changes. Pinches and Singleton (1978) find that rating upgrades carry a lower informative content compared to rating
downgrades, ultimately leading to the largely accepted evidence that the impact on stock returns is asymmetric (Goh and Ederington,
1993). However, Dichev and Piotroski (2001) and Avramov et al. (2022) argue instead that most long-run abnormal returns are
observed for small, volatile, illiquid firms, with smaller institutional ownership, and covered by less analysts, where chances of
informational inefficiencies are higher. Dichev and Piotroski (2001) identify persistency of poor performance after downgrading,
concluding that the observed results are caused by an underreaction to the announcement of downgrades, rather than compensating
investors by hedging against a source of systematic risk, according to standard asset pricing theory. Avramov et al. (2009) assess
the credit risk puzzle’ and rule out possible systematic risk-based explanations, in line with Dichev (1998). For instance, Garlappi
and Yan (2011) argue that the negative credit risk-return relationship is not anomalous, as firms facing financial distress have lower
betas. However, Avramov et al. (2009) find that betas increase with credit risk and point out that the premium between high and
low-rated stocks persists also after controlling for systematic risk factors, according to the capital asset pricing model (Sharpe, 1964)
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or (Fama and French, 1993)’s three factor model. They conclude, differently from Dichev and Piotroski (2001) and Garlappi and Yan
(2011), that the credit risk effect arises from poor performance of the lowest rated stocks around rating downgrades and provide
an institutional-selling explanation, suggesting that the low-rating premium is due to mispricing (Avramov et al., 2022).

Although various explanations for the presence of post-announcement abnormal returns have been proposed, little attention has
been paid to the nature of the nexus between the credit announcement and the short-term impact on post-announcement returns,
with a few notable exceptions (Balcilar et al., 2021). In this study we are faced with the well-known problem of event studies,
i.e. uncovering potential abnormal returns after credit announcements. However, we depart from standard practice in the literature,
and we formulate the problem differently, as a classification one. To begin with, events are classified as actually significant or
not (El Ghoul et al., 2023): in order to do this, we propose a novel event study procedure, in which first the difference in mean
returns before and after the announcement is tested statistically, and the events are classified as either significant or not, according
to the statistical significance of each test. Then, we compare a baseline logistic regression with a family of machine learning (ML)
models at predicting the impact of the event. In this way, we aim to assess whether ML has an edge in event study exercises, which
might be explained by the presence of non-linearities in the relationship. We assess the impacts of credit rating changes on daily
stock returns from DAX, FTSE100, and NIKKEI225 indices.

The rest of the paper is organized as follows. In Section 2 we present a novel event study methodology, along with a review of
machine learning algorithms, and in Section 3 we present the experimental results. Section 4 concludes.

2. Methodology

In this section, we briefly review the event study design, propose a novel procedure, and finally we present the machine learning
algorithms we use in our formulation of the event study.

2.1. Event study design

We review here the event study methodology, following MacKinlay (1997). In the context of credit rating announcements, event
studies aim at identifying abnormal returns around a corporate event and to assess whether the assumption of market efficiency,
according to which prices fully reflect available information, holds.

To measure the impact of credit events on stock returns, two windows are defined for each credit update (El Ghoul et al.,
2023). In this contribution, an estimation period between ten and two days before the update is defined, to assess whether returns
prior to the event are different from those in a second window beyond the announcement day — the event window — of the same
length, between two and ten days afterwards. Such task is definitely related to the well-known problem in financial economics of
determining whether abnormal returns can be observed after the occurrence of a credit event. This can be accomplished by making
a counterfactual assessment of the event, i.e. by estimating expected (or normal) returns, under the assumptions of a pricing model,
such as the CAPM (Sharpe, 1964):

AR;; = Ry — E[R;] = Ry — (; + i Ryy) (€Y

where AR;, denotes the abnormal returns of stock i at time 7. Abnormal returns represent the deviation of realized returns from
expected returns. If the event does not have an impact on returns, then abnormal returns will be close to zero. Otherwise, the
abnormal return will differ from zero as soon as announced. To verify whether markets are efficient, there must not be any
statistically significant post-announcement effect; to test such hypothesis, let CAR be the cumulative abnormal returns over the
time window T =1t, — 1, (¢, > t,, and observation are daily):
’Vl
CAR; = ) AR, 2
1=t
The statistical significance of the CARs is tested assuming that abnormal returns are i.i.d., therefore, denoting with s(-) the sample
standard deviation, an assessment can be based on a t-test, where the ¢-statistic is:

CARy
VTs(AR)
However, in this paper we go beyond the standard assessment of CARs for evaluating the impact of credit events, by exploring the

(non)-linearity of the relationship between credit events and stock returns through a novel two-step procedure, as discussed in what
follows.

H(CARy) = 3)

2.1.1. Nonlinear assessment of events

To verify whether abnormal returns occur, in this contribution we depart from the practice of measuring the difference between
model-based expected returns and observed returns. In this respect, we first perform a two-sample 7-test, to determine whether the
average returns ji, and j., in the two samples, before and after the announcement at time ¢, are equal:
Har — B>y
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where the null hypothesis H,, is that i, = ji,, T is the test statistic distributed as a t-Student with v degrees of freedom, s, /i,
are the sample means, s%,, s2, the sample variances, n_, and n,, the sample sizes. The statistical significance associated with each
test is then evaluated, where the null hypothesis is rejected only for p-values lower than 0.05.

For each estimation window associated with a credit rating update, (i) first we prepare the data by defining appropriate windows
before and after events, for all stocks subject to a credit change. Then (ii) the test (4) is performed and (iii) subsequently data are
labelled, depending on the statistical significance associated with each test. A binary label is applied to each observation in the
dataset, with 0 denoting p-values lower than 0.05, 1 otherwise, where the observation is constituted by past returns in the estimation
window. Finally, (iv) to gauge whether an actual variation of mean returns after the credit rating change, compared to returns prior
to the event, occurs, we formulate the problem as a supervised one. For this task, machine learning seems particularly appropriate,
since (1) it is a predictive task and (2) potential non-linearities might be detected between past returns and the impact of the credit
event on firms.

2.2. Machine learning algorithms for event studies

In light of the suitability of ML for assessing the nexus between past returns and the impact of credit events, in the following we
briefly review the four algorithms we apply. The problem we aim to solve consists in a classification one, where a class is respectively
attached to events that either significantly affect the average returns after the announcements or not. Since we also aim to appraise
possible non-linearities in such relationship, we compare the standard logistic regression, generally used in classification tasks, with
three machine learning algorithms that can handle non-linearly separable instances.

2.2.1. Logistic regression
The logistic regression (Cox, 1958) is a method for classification of instances, where the output variable is a binary one, and the
relationship between the target and the features is defined by a logistic function, with # denoting the parameters vector and X the
input matrix of features:
1
fX,0)= T o X0 ()]
In such way, it is possible to establish the probability that an actual variation 4 of mean returns after the credit event occurs or not,
under the corresponding set of past returns:
1

P(A=0,1|917---,9n)=m (6)

2.2.2. Classification trees

Classification trees (Breiman, 1984) are a nonparametric model for predicting the value of variable by recursively partitioning
the input space, according to if-then rules. In this way, at each step a tree-like structure grows at each step, starting from the root
node to leaf nodes, by sequentially branching data, according to the goodness of each split. In the case of classification trees, it is
quantified by impurity measures: a split is pure if all the instances in a resulting partition belong to the same class. Among different
impurity measures, in this work the entropy function is chosen:

2
H(T) ==Y p(i)log, p(i) @)

i=1

where H(T) represents the entropy of the tree, p(i) is the proportion of instances in class i in all the nodes of the tree.

2.2.3. Random forests

Random forests are an ensemble variant of decision trees, consisting in the construction of a large number of different decision
trees (Breiman, 2001), in order to better perform from a classification accuracy point of view. To improve performance, trees are
built by using randomly selected input features to split each node, in order to reduce variance, to prevent overfitting and to improve
generalization to new data. Then, the ensemble prediction is determined through a voting scheme for classification tasks or averaging
for regression. Formally, in the context of classification, if y; represents the prediction of the jth tree, the Random Forest prediction
Yrr is given by argmax; Zjv I(»; = i), where N is the number of trees in the forest. In other words, the class with the highest count
is then chosen as the prediction. Additionally, during the training process, entropy is used to select the best splits at each node of
the individual trees, contributing to the overall effectiveness of the Random Forest in capturing possibly complex relationships in
the data.

2.2.4. Multilayer perceptron

The multilayer perceptron (MLP) is an artificial neural network (ANN) characterized by a multiple-layer feedforward network
architecture. MLPs are composed of an input layer, a sequence of hidden layers and an output layer. The relationships between
layers are governed by the following equations:

h; = f(Wihi_; +by), i=1,..,1 8)
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Fig. 1. Mean ROC curves and AUCs of all models in a holdout specification.

where f(-) and g(-) are the activation functions such as the softmax or ReLU, h; denotes the hidden layer i or the input layer X
if i = 1, y the output layer, and W; and b; the matrix and vector of weights in layer i respectively. Multilayer perceptrons have
theoretical underpinnings as universal approximators (Cybenko, 1989) and are known for being highly parameterized and able to
flexibly learn complex and nonlinear relationships.

3. Results and experimental analysis

In this section, we first present the experimental setting and the data used for performing the analysis, then we provide an
assessment of the main results of our tests.

3.1. Experimental setting

To assess the impact of credit rating changes on stock returns, we prepare the dataset as follows. Daily stock returns from DAX,
FTSE 100, Nikkei 225 indices are retrieved, from January 2016 to December 2021, along with long-term 149 credit updates by
Moody’s and S&P over the same period. The reasoning behind the selection of these countries is the following. First, Japan and
Germany are bank-based financial systems, in contrast to the market-based system of the UK, i.e. financial systems in which either
banks or equity markets are the main source of funding for firms, respectively (Bissoondoyal-Bheenick and Brooks, 2015). In this way,
we take into account rating variations across different financial systems. Second, the impact of the global pandemic on businesses,
whose effect is covered in our sample, has been different in each of the three countries in our sample (Narayan et al., 2020); Japan,
in particular, has been less affected. In this way, our dataset, despite its size, covers a broad range of socio-economic and financial
conditions. In all the experiments, we sample two disjoint sets of observations out of the 149 rating update announcements. For the
training set, we sample 120 rating variations along with returns prior to the event, and the remaining are included in the test set.
A standard grid search procedure is used to find the optimal parameter settings for all the algorithms. Out of 149 events, only 8 are
found to alter potentially post-announcements returns. This aspect is further explored through the standard methodology described
in Section 2.1, across all the events in the sample, using different windows around the event date between —20 days and 20 days, to
capture the short-term effects of the event on stock prices, assuming the expected returns are captured by the CAPM. We note that
the CARs are not significantly different from zero across all windows. Differently from the CAR methodology, our procedure points
to the presence of a limited but not-negligible relationship between credit updates and stock returns, which cannot be detected by
using CARs. Moreover, it allows to understand, as we show in the following, whether such relationship is predictable, and to which
extent it is non-linear.

Finally, we highlight that in this work we deal with a handful of missing data points, which are directly imputed with zero (Wang
et al., 2019), since observed returns already have a mean close to zero, and following the standard hypothesis in finance that stocks
returns have zero drift.
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Table 1
Performance metrics of models in a holdout specification.
Models Accuracy F1 FPR TPR AUC Predictions Predictions Predictions
between between between
20% and 80% 30% and 70% 40% and 60%
Random forest 0.9333 0.9642 0 0 0.96 0 0 0
Decision tree 0.9333 0.9642 0.5 0.0357 0.73 0 0 0
Neural network 0.9333 0.9655 0 0 0.52 0.2 0.1 0.1
Logistic regression 0.9333 0.9655 0.5 0.0357 0.71 0 0 0
Table 2
Accuracy of models across different specifications of the thresholds.
Models Thresholds
60%/40% 70%/30% 80%/20%
Random forest 0.9333 0.9333 0.9333
Decision tree 0.9333 0.9333 0.9333
Neural network 0.9333 0.9000 0.8666
Logistic regression 0.9333 0.9333 0.9333
3.2. Results

In the following tests, we aim at gauging whether we can take advantage from using machine learning in modelling an event
study, by comparing a baseline logistic regression with several widespread ML algorithms.

The main results from the proposed models are summarized in Table 1 and presented in Fig. 1.

As for the performance metrics in Table 1, we recall that the accuracy is the ratio of correctly predicted instances to the total
instances in the dataset; the false positive rate (FPR) is defined as the proportion of negative instances that are incorrectly classified
as positive by the model. Moreover, recall, also known as sensitivity or true positive rate (TPR), is the ratio of correctly predicted
positive instances to all actual positive instances in the dataset. The F1 Score is the harmonic mean of precision and recall, where
precision is defined as the proportion of true positive predictions out of all positive predictions made by the model. It provides a
single metric that balances both precision and recall, so it is particularly meaningful for imbalanced datasets. Finally, the last three
columns of Table 1 show the percentage of class prediction probabilities falling in different intervals. The Area Under the Curve
(AUCQ) is a comprehensive evaluation metric based on Receiver Operating Characteristic (ROC) curve, which is equal to the area
under ROC curve and the closer AUC value comes to 1, the better the overall performance a model has. For a detailed discussion
of performance metrics, we refer the reader to Hastie et al. (2009) and Powers (2020).

As it can be noticed, machine learning models seem to have a small, but not negligible edge over logistic regression in capturing
the impact of credit events. By construction, random forests often outperform single decision trees in predictive accuracy due to
their ensemble structure, which combines multiple decision trees to reduce variance and improve robustness, so this should not
be surprising (Hastie et al., 2009). In particular, only the neural network underperforms the logistic regression model. In such
cases, although overparameterization is often mentioned as a potential cause, recent evidence shows that overparameterized neural
networks often generalize well: Emschwiller et al. (2020) and Oneto et al. (2023) show that implicit regularization from optimization
algorithms often prevents overfitting, while Wang and Lin (2021) further highlight that overparameterization can be harmless, or
even beneficial, particularly when combined with appropriate regularization. Nonetheless, to deal with such worries, please note
that all the models in this paper underwent careful fine-tuning paper through a standard grid search approach. In particular, the
neural network is characterized by a shallow design, with one layer, fifteen neurons, combined with ridge regularization.®

In Table 2, no significant gains in terms of accuracy are observed from using alternative thresholds specifications for prediction.
Notably, all models consistently achieve a high accuracy level of 93.33% for each threshold. The multilayer perceptron, while
maintaining a high accuracy overall, shows a slight decrease for higher thresholds, which do not seem to affect particularly the
quality of the predictions.

Moreover, with respect to the prediction of the significance of credit events, the histograms in Fig. 2 present the probability
patterns for each model. Note that these are characterized by distinct probability distributions for each model. These disparities
carry implications for refusal rates: note in particular that most predictions of the logistic regression models have a probability of
significance of the credit event uniformly distributed in a interval of probabilities between 2% and 12%, whereas the decision tree
and the neural network tend to give either low or high probabilities, showing that, for instance, the accuracy of predictions of the
decision tree is more robust than that of the neural network model w.r.t. to different specifications of the threshold, as the estimated
odds of predicting significant credit announcements are either extremely low or extremely high.

3 As for the remaining hyperparameters, we set the learning rate to 0.1%, while ReLU is adopted as activation function.
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Fig. 2. Histograms of the probabilities of predicting significant credit announcements, using a holdout approach. The distribution of probabilities (blue histogram)
is reported along with the number of instances for each bar (red crosses).

4. Conclusions

Our paper has dealt with the problem of evaluating the role of credit rating changes on stock prices. Most of the previous research
focused on formulations of event studies that do not take into account possible non-linear impacts of credit events. To bridge this
gap, we proposed a reformulation of the baseline event study methodology, without measuring expected returns, according to a
model, but rather (i) redefining the problem as a classification one coupled with a - test and (ii) predicting actually significant
alterations of short-term stock term returns by means of logistic regression and machine learning algorithms. We find that machine
learning seems to have a small advantage, and that significant credit announcement are more complex to predict. Building upon
these findings, further research should consider larger datasets and test a broader variety of machine learning models and further
efforts should be directed at measuring the long-term impact of credit announcements via machine learning.
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